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}Background: SkyServer+ CasJobs
ƁSome words on database usage

}SciServerproject
}SciServer/Compute
ƁJupyter+ Docker

}Demos: 
ƁMara: Nway@ SciServer
ƁGhazaleh: cluster galaxy finder

}Alpha features:
ƁFile system upgrades
ƁCollaboration + sharing (+teaching!)

}Data Provider Scenarios
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άThe Cosmic Genome Projectέ
}Started in 1992, finished in 2008 (SDSS-II)
}Data is public
Ɓ2.5 Terapixelsof images => 5 Tpxof sky
Ɓ10 TB of raw data => 100TB processed
Ɓ0.5 TB catalogs => 35TB in the end

}Database and spectrograph 
built at JHU (SkyServer)

}Currently at SDSS-IV
}Now all SDSS databases served from JHU
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}Web application for accessing SDSS results

}Built in a few months in 2001

}Goal: instant access to rich content

}Idea: bring the analysis to the data

}Interactive access at the core

}Much of the scientific process is about data
ƁData collection, data cleaning, data archiving, data 

organization, data publishing, mirroring, data 
ŘƛǎǘǊƛōǳǘƛƻƴΣ Řŀǘŀ ŀƴŀƭȅǘƛŎǎΣ Řŀǘŀ ŎǳǊŀǘƛƻƴΧ

4SciServer 18-mth Review, NSF, April 15, 2015
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skyserver.sdss.org

http://skyserver.sdss.org/dr14/en/tools/explore/summary.aspx
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}Prototype in 21st Century data access
ƁDatabase centric computing
Ɓ1.55B web hits in 12 years
Ɓ271M external SQL queries 
Ɓ4,000,000 distinct users vs. 15,000 astronomers 
Ɓ7,400 publications, 356,000 citations
Ɓ¢ƘŜ ŜƳŜǊƎŜƴŎŜ ƻŦ ǘƘŜ άLƴǘŜǊƴŜǘ {ŎƛŜƴǘƛǎǘέ
Ɓ¢ƘŜ ǿƻǊƭŘΩǎ Ƴƻǎǘ ǳǎŜŘ ŀǎǘǊƻƴƻƳȅ ŦŀŎƛƭƛǘȅ ǘƻŘŀȅ
ƁCollaborative server-side analysis done by 7K

astronomers
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}Asynchronous query workbench service 
}Lets users run unrestricted SQL queries 

against scientific catalog archives
}Users can save their results to a personal 

database called MyDB before downloading 
them
}Lets users manage their query workloads, 

results, and histories without causing network 
overloads
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http://skyserver.sdss.org/CasJobs/SubmitJob.aspx
http://skyserver.sdss.org/CasJobs/SubmitJob.aspx
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Why use a relational database?
ÅOptimizes I/O, generally slowest step in process
ÅDo not load all data in memory!

Åencapsulation of data in terms of standard logical structure, 
no need to know about internals of data storage

Åstandard query language (SQL) for remote filtering

Åadvanced query optimizers (indexes, clustering, parallelism)

Åauthenticated remote access for multiple concurrent users

Åforces one to think carefully about data structure

Åspeeds up path from science question to answer

Åfacilitates communication (query code is cleaner)

ÅSimplest way to support remote filtering
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